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Abstract

Since the Clean Air Act Amendments of 1990 (CAAA), the atmospheric concentration of local

pollutants has fallen drastically. A natural question, therefore, is whether further reductions

will yield health benefits. We add to our understanding of this issue by addressing two related

research questions: (1) What is the impact of automobile driving (and especially congestion) on

ambient air pollution levels; and (2) what is the impact of air pollution on infant health? Our

setting is California (with a focus on the Central Valley and Southern California) in the years

2002-2006. Our findings suggest that ambient particulate matter levels have a large impact on

weekly infant mortality rates. We find little evidence that carbon monoxide or ground-level

ozone adversely affect infant mortality. Effects are greater than those found using OLS fixed

effects methods, suggesting the presence of measurement error and/or omitted variables bias.

Finally, we also analyze the robustness of case-control methods to alternative random samples

of controls, and how this varies with the number of controls. Our results suggest that in data

settings comparable to ours there remains a considerable amount of variation, even with control

groups as large as 60. Future work seeks to determine whether this variation is accurately

reflected in the reported standard errors.
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1 Introduction

Local air pollution levels have dramatically decreased over the past two decades. This is due, in

large part, to the Clean Air Act Amendments of 1990 (CAAA) which placed strict limits on the

concentrations of “criteria pollutants.1 Since 1990, the concentration of carbon monoxide (CO)

has fallen by 68 percent; ozone (O3) has decreased by 14 percent, while particulate matter 10

microns or smaller (PM10) has decreased by 31 percent.2 These reductions have been costly. The

Environmental Protection Agency (EPA) estimates the compliance costs of the CAAA to be $19

billion annually in 2000, increasing to $27 billion by 2010. Over half of these costs are due to the

CAAA’s National Ambient Air Quality Standards, regulating point and area sources. Regulation

of mobile sources accounts for an additional 30 percent.3

Unfortunately, the benefits from improvements in air quality are more difficult to measure.

Estimates often rely on correlations between pollution levels and health outcomes that may not

reflect causal relationships. The EPA estimates a wide range for the potential benefits in 2000—

from a low of $16 billion to a high of $140 billion. .4 Among other things, this range reflects

uncertainty with respect to how specific sources affect air quality and how increasing air quality

improve health outcomes. We add to our understanding of these issues by addressing two related

research questions: (1) what is the impact of automobile driving (and especially congestion) on

ambient air pollution levels; and (2) what is the impact of air pollution on infant health, using local

traffic variation to instrument for air pollution levels?

The basic idea behind our empirical strategy is as follows: when traffic is heavy, and specifically

when there is congestion or “delay”, there are more emissions released into the air. We argue

that when regions experience unusually heavy traffic, such as traffic shocks due to accidents or

road closures, these shocks are likely to be uncorrelated with the error term in a model of infant

mortality as a function of pollution exposure.

There are a number of reasons to be concerned that ordinary least squares (OLS) would yield

1The term Òcriteria pollutantsÓ refers to six commonly found air pollutants that are regulated by developing
health-based and/or environmentally-based criteria for allowable levels. The current criteria pollutants are: particular
matter, ground-level ozone, carbon monoxide, sulfur oxides, nitrogen oxides and lead.

2Taken from http://www.epa.gov/air/airtrends/. Carbon monoxide is measured as the second highest maximum
eight hour period from 206 sites; ground-level ozone is measured as the fourth highest maximum eight hour period
from 547 sites; PM10 is measured as the second highest 24 hour period average from 325 sites.

3Available at http://www.epa.gov/air/sect812/.
4Available at http://www.epa.gov/air/sect812/.
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inconsistent estimates of the impact of pollution on infant health. First, mothers may self-select

into geographic regions. If mothers with higher values for clean air choose to live in cleaner areas,

and these mothers are also wealthier or have access to better health care, OLS estimates may be

biased upwards. In principle, including region by time fixed effects would control for this selection.

However, the researcher must choose a coarser set of time fixed effects than the periodicity of the

pollution data, leaving room for selection within the time fixed effects. Second, changes in local

economic activity may also bias OLS estimates. For example, if a region is growing, this growth

will tend to increase pollution levels, but may also be correlated with increases in income levels

and/or health care access. This would tend to bias the OLS estimate downwards. A third source

of bias is measurement error. The majority of papers in this literature assign pollution levels to

a particular person, living in a particular geographic area (e.g., zip code or county), based on

pollution readings from pollution sensors in or near this geographic area. This introduces three

sources of measurement error. First, the researcher may not know the person’s exact residence.

Second, it is unlikely that the person is stationary over the time period analyzed. Third, unless the

exact model of spatial dispersion of the pollutant is known, even if the person lived in the assigned

location and never moved from this space, pollution would be measured with error. Insofar as this

measurement error is “classical” OLS estimates will be biased downward. If the measurement error

is correlated with pollution levels, then the bias may be in either direction.

Shocks to traffic serve to instrument for all three sources of bias. If people sort themselves

based on average levels of pollution and traffic, but not shocks or the likelihood of shocks, then

traffic shocks will satisfy the exclusion restriction; similarly, weekly variation in traffic shocks (after

conditioning on geographic and time fixed effects) are also unlikely to be correlated with economic

growth.5 Finally, an instrumental variables approach is a standard solution for measurement error.

Our setting is California (with a focus on the Central Valley and Southern California) in the

years 2002-2006. Our model of traffic congestion and air pollution combines three large data sets:

the Freeway Performance Measurement System (PeMS), which consists of traffic measurements

from freeways across California, the EPA data on ambient pollution levels throughout the state,

and the National Climatic Data Center information on ambient weather conditions. The link

between traffic and pollution levels is strong. When traffic increases by a within-zip-code standard

5We may be concerned that economic growth leads to additional tra"c shocks. For example, economic development
may increase the number of cars on the road at any given time, thus increasing the probability of an accident. To
some degree, these types of trends will be captured by the included time Þxed e!ects.
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deviation, particulate matter levels increase by one percent of the mean. This comes from a panel

regression on weekly zip code level data, with fixed effects for zip code by month-of-year and

year. As such, we identify the relationship between unusually locally heavy traffic and pollution.

Our preferred specification includes rich controls for weather, and in addition interacts our traffic

variables with indicators for current weather conditions. This has two purposes. It reflects the fact

that traffic delay might mean different things on, for example, sunny vs. rainy days. It also allows

for the fact that auto emissions have different effects on ambient pollution levels depending on the

weather.

Using the link between traffic and pollution, we consider the impacts of carbon monoxide,

particulate matter and ground-level ozone on infant mortality. For this we combine the PeMS

EPA, and National Climatic Data Center data and infant birth and death data from Californias

vital statistics records. The second stage of our analysis builds on the specifications in Currie and

Neidell (2005) (henceforth, CN), who examine the impact of air pollution on infant mortality. CN

focus on California during the years 1989-2000, using a fixed-effects OLS strategy for identification.

Due to the large data sets involved and the low probability of infant mortality, they modify the

standard discrete time hazard specification to use “case control” sampling methods; we adopt this

approach as well. They find that the changes in carbon monoxide levels experienced in California

during the time period analyzed had significant effects on infant mortality; a one unit decrease in

carbon monoxide was found to save roughly 16 lives per 100,000 live births; this represents over a

four percent decrease in the infant mortality rate.

We begin our analysis by first replicating CN’s results using the same empirical specification and

time period. We then show that the same model applied to data from 2002 to 2006 estimates similar

impacts of pollution on infant mortality. This stands alone as an interesting result as it implies

that, despite large reductions carbon monoxide levels across the two periods6, carbon monoxide

reductions continue to benefit infant health. This result suggests a linear damage function for

infants7.

Next, we use the relationship between traffic and pollution to estimate an instrumental variables

model. Two key results follow. First, under the instrumental variable approach PM10 has a

statistically significant effect on infant mortality, while the effect of carbon monoxide becomes

6Within our data, the average carbon monoxide level falls by 48 percent. PM10 falls by 41 percent, while O3 falls
by only four percent.

7The CO results become noisily estimated when we move to our IV models.
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noisily estimated (we are unable to reject no impact of CO; we are also unable to reject the impact

estimated with OLS). Second, consistent with the presence of measurement error and/or bias due

to within-year changes in local economic activity, the results from IV are substantially larger than

those from OLS. In our preferred specification, a one unit decrease in PM10 saves roughly 14

lives. This represents a decrease in the mortality rate of over five percent; under OLS the effect is

estimated to be less than one life.

Our paper makes several contributions to the literature. Prior studies of the link between auto

emissions and pollution have typically been conducted in laboratory environments or in specific

limited regions using small numbers of computer monitored automobiles or roadside emission sen-

sors over a limited driving range (for example, see Bishop and Stedman 1996 and Tiao and Hillmer

1978). In contrast our analysis provides an estimate of the large-scale outdoor impacts after con-

sidering interactions with ambient weather conditions. In addition, the expansive coverage of the

PeMS traffic system and EPA pollution monitors allows us to examine impacts throughout large

portions of California. We estimate the first panel fixed-effects models linking traffic delay to air

pollution. These models enable us to construct a new instrumental variable for pollution in an esti-

mation of the impact of pollution on infant health. In order to estimate these models we construct

the first (that we are aware of) large scale geo-spatial linkage of the PeMS, EPA, and weather data.

We also make contributions to the methodological literature on “case control” sampling. When

implementing case control sampling, for each death within the sample, the researcher chooses a

specific number of control observations from the set of person-week observations that survived.

Previous work has suggested that the size of the control group matters little for groups larger than

four (Coggon et al. 1997, Chapter 8). We investigate the variation in parameter estimates arising

from (a) varying the size of the control group and (b) varying the set of controls, for a given size.

Our results suggest that in data settings comparable to ours there remains a considerable amount

of variation, even with control groups as large as 60. Future work seeks to determine whether this

variation is accurately reflected in the reported standard errors.

Our analysis unfolds as follows. Section 2 describes our data sources and data set construction

(we provide more detail in a data appendix). In Section 3 we summarize the chemistry of driving

and air pollution, the physiology of air pollution and infant health, the relevant transportation

literature on traffic measurement, and the relevant economics literatures on traffic externalities

and on air pollution and infant health. Section 4 outlines our empirical methodology, Sections 5-7
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present our main results and robustness checks, and Section 8 offers concluding remarks.

2 Data

In order to investigate the relationship between traffic, weather, pollution, and infant outcomes,

we combine four large data sets. All data analysis is currently done at the zip code-week level, and

data from each source are aggregated accordingly.

2.1 Pollution and Weather Data

Pollution data were obtained from the California Air Resources Board (CARB) by requesting an

“Air Quality Data DVD” (http://www.arb.ca.gov/aqd/aqdcd/aqdcd.htm). The data contain daily

pollution measures for carbon monoxide (CO), ozone (O3), and particulate matter smaller than

10 micrometers (PM10). CO and O3 data are maximum daily 8-hour values. PM10 data are a

24 hour average and are measured only once every six days. We take the weekly average of the

daily values. In order to obtain a zip code level measure, we follow the methodology outlined in

Currie and Neidell (2005) and Neidell (2004). We first calculate the distance between the zip code

centroid and each monitor station. We then weight each station by one over its distance from the

centroid. Similar to CN, we use only monitors within 20 miles of a centroid.

Weather data come from the National Climatic Data Center Global Surface Summary of the

Day (http://www.ncdc.noaa.gov/cgi-bin/res40.pl). We use information on rainfall, maximum daily

temperature, maximum daily wind speed, specific humidity, and number of days with rain and fog.8

Weekly values are obtained by averaging daily values or by summing the total number of rainy or

foggy days. Specific humidity, which is the most relevant for mortality (Barreca 2008), is not

reported in the Global Surface Summary of the Day, but is calculated using dewpoint and air

pressure as discussed in Barreca (2008). In order to calculate a zip code level weather variable, we

use a weighting method similar to that used to calculate average pollution levels, using weather

stations within 20 miles of a zip code centroid.

8We do not make spatial adjustments for the issue of wind direction, which may introduce noise into our Þrst
stage. Assuming this noise is random (i.e. wind direction is not associated with factors that drive tra"c and pollution
levels) the error should not impact the consistency of our IV estimates.
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2.2 Traffic Data

Data on traffic come from the Freeway Performance Management System (PeMS), maintained

by the University of California, Berkeley Department of Electrical Engineering and Computer

Sciences.9 Using sensors buried beneath freeway lanes, the PeMS records data such as estimated

average speed and total flow of cars. Measurements are taken every 30 seconds and aggregated

up to five minute, one hour, and daily values. In the event of sensor malfunctions or failures,

PeMS imputes values using surrounding working sensor data and a complex imputation algorithm.

Traffic data are available from 1999 onward, though many regions considered in this analysis were

not continuously available until 2002, leading to our chosen time period of analysis. Due to current

sensor placement, reliable, continuous traffic data are only available for the Sacramento Valley, the

Bay Area, and the Los Angeles Basin area (regions 3, 4, 7, 11, and 12 in the PeMS data).

We use two variables from the traffic data—total flow of cars and a measure known as “traffic

delay”. Total flow of cars is simply the count of all cars that pass over a sensor region within a

particular timeframe. In order to obtain a weekly value, we use the sum of hourly flows over the

week. In order to calculate a zip code level traffic measure, we proceed in a manner similar to that

done with the pollution and weather data. We again use only traffic sensors within a maximum of

20 miles. Observations are weighted using a kernel weighting function of distance from the zip code

centroid and then summed.10 While total flow is informative, it may not always be a good measure

of traffic congestion. For example, flow could be low because the freeway is experiencing light use

and traffic is flowing smoothly. However, flow may also be low if the freeway is so congested that

movement is restricted and only a few cars are able to advance over a sensor within a particular

time. We thus include the PeMS measure of traffic delay as an additional traffic variable to increase

the strength of our first stage.

Traffic delay, a measure used frequently in transportation studies, expresses traffic in the form

of additional hours spent on the freeway due to traffic congestion. Delay is the time required

to drive distance d at the current driving speed minus the amount of time required to drive d

at baseline speed s, censuring negative values at zero. PeMS provides delay measured versus a

number of baseline speeds. We choose 60 MPH, which is the largest available baseline speed, so

as to minimize the number of zero values. Delay as reported by PeMS is a multiplicative function
9Data were obtained from the PeMS website using the Data Clearinghouse option (https://pems.eecs.berkeley.edu).

10SpeciÞcally, we assign each censor a weight equal toe−( distance
10 )2 . Weights thus begin at 1 and decrease with

distance from the centroid.
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of distance traveled, which varies by sensor group, as some sensors are further apart than others.

In order to make values comparable across regions, we normalize by dividing the reported delay

value by the length of the sensor region, giving an approximation of delay per mile. Given that

we then sum hourly values across the week to obtain total weekly delay, our delay variable is total

additional hours spent driving one mile in a given sensor region/week.

2.3 Birth Data

The birth data are from the California Department of Public Health Birth Cohort files. The Birth

Cohort files are abstracted from birth and death certificates, where the two are linked if an infant

dies within 52 weeks of birth. This allows us to link any infant that dies within the first year of

life to their birth outcomes and maternal information. We limit our sample to infants that had

a gestation period of at least 26 weeks (the beginning of the third trimester). This allows us to

assign a trimester-level pollution exposure to every infant for all three trimesters (this will be an

additional control as in CN). We also drop infants with gestation lengths greater than 42 weeks, as

doctors are likely to have induced labor by this period and such values are probably reporting or

coding errors. Aside from using the time of birth/death and the birth mother zip code of residence,

the Birth Cohort files also provide us with various controls to be used in the analysis. These include

mother’s race, education, and age, potentially confounding birth outcomes (low birth weight and

premature birth), public insurance coverage, birth order, infant gender and, in the case of those

that died, the age at death.

3 The Relationships between Traffic, Weather, and Ambient Pol-

lution

3.1 Traffic and pollution

Gasoline and diesel combustion engines create several pollutants as a result of the combustion

process. All three pollutants considered in this analysis have been tied to automobile traffic. It

has been estimated that up to 90% of all CO in the United States comes from automobile fuel

combustion.11 Automobiles can increase PM levels through the fuel combustion process (e.g.,

11http://www.epa.gov/oms/consumer/03-co.pdf
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formation of nitrogen oxides, volatile organic compounds, and, in the case of diesel engines, diesel

soot) or through the physical act of friction resulting from wheel to road contact, which creates and

spreads road dust. O3 is a secondary pollutant and as such is not directly created by automobiles.12

As noted above, fuel combustion produces nitrogen oxides, volatile organic compounds, and CO.

Various photochemical reactions between these three pollutants can result in the formation (or

destruction) of O3. Based on the atmospheric conditions, traffic and fuel combustion influence

ambient O3 levels in different ways. For example, photons from sunlight might cause nitrogen

dioxide (NO2) to split into nitrogen oxide (NO) and a free oxygen molecule (O). The free O can

then bind with oxygen (O2) to form ozone (O3). Depending on atmospheric conditions, this reaction

can operate in reverse as well, where NO removes an oxygen molecule from O3 (a process known

as “titration”) resulting in the destruction of ozone and the formation of NO2 and O2.

Considering the scientific link between combustion engines and the pollutants considered in

this analysis, we anticipate that automobile use and traffic levels will impact ambient air pollution

through three main channels. First is that a greater number of cars on the freeway implies a

greater amount of pollution. Second, traffic congestion can increase the amount of pollution each

individual car creates. Efficiency of automobile combustion is directly related to average travel

speed and continuity of driving (Davis and Diegel 2007). Engines have an optimal revolutions per

minute (RPM) range in which the maximum amount of power is obtained for any given amount of

fuel. “Stop-and-go” traffic means fluctuations in the engine revolutions per minute, and less time

within the optimal RPM range.13 Finally, traffic congestion can decrease the average speed of each

vehicle on the road. At a given RPM (and engine efficiency), a slower speed implies more time on

the road to travel the same distance, and thus more fuel burnt (and emissions created) for each

mile traveled.

We note that, despite the known scientific relationship between traffic and pollution, the cor-

relations in reality can be somewhat more complicated. Most cars are actually most efficient at

RPMs that correspond to speeds of 45-60 MPH (Davis and Diegel 2007). If unhindered traffic

flow is moving at speeds above the range of highest efficiency, mild amounts of traffic that lower

traveling speeds can actually increase engine efficiency and decrease emissions. We currently con-

12The terms ÒprimaryÓ and ÒsecondaryÓ pollutant are used to distinguish between pollutants that are emitted
directly into the air (primary) and pollutants that are not themselves emitted into the air but are formed by reactions
between emitted pollutants (secondary).

13RPM variation is also a major factor determining the di!erence between automobile fuel e"ciency in freeway vs.
city driving.
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sider ambient pollution as a linear function traffic variables, but in future drafts we may adjust our

identification strategy to allow for more flexible polynomials.

3.2 Pollution, Weather, and Mortality

A definite link between pollution exposure and compromised health has been established; the World

Health Organization (WHO) Regional Office for Europe has comprised a series of over 300 relevant

studies addressing the health impacts of criteria pollutants. However, the mechanism through

which pollution impacts health and mortality remains uncertain. Pollutants may directly impact

vital organs, or indirectly cause trauma. Carbon monoxide, for example, is known to bind to

hemoglobin in blood, decreasing the transmission of oxygen in the bloodstream, which in turn may

lower oxygen supplied to vital organs. High levels of carbon monoxide have been linked to heart

and respiratory problems and, in cases of very high exposure, death. The impacts of particulate

matter vary based on the size of the particulates. Matter in the range of 10 micrometers irritates

the lung tissue, lowers lung capacity and hinders long term-lung development. Smaller particulate

matter can be absorbed through the lung tissue, causing damage on the cellular level. Ozone is a

known lung irritant, has been associated with lowered lung capacity, and can exacerbate existing

prior heart problems as well as lung problems such as asthma or allergies.

Though we are uncertain of the exact mechanism through which traffic pollution impacts health

outcomes, prior work on child and infant morbidity has found strong ties between traffic pollution

and health. Examples include the impact of traffic pollution on childhood asthma hospital ad-

mittance (Friedman et al. 2001; Neidell 2004), preterm birth (Ponce et al. 2005), childhood lung

development (Gauderman et al. 2007), children’s lung functionality (Brunekreef et al.l 1997), and

children’s respiratory development (Brauer et al. 2008). However, we provide the first analysis of

the impacts of traffic pollution on infant mortality rates.

Weather conditions can impact the relationship between traffic and ambient pollution levels.

As noted above, traffic will only result in the formation of ground level ozone as a result of an at-

mospheric chemical reaction, such as the combination of nitrogen dioxide and surrounding oxygen

molecules. However, this photochemical reaction cannot occur without sunlight.14 While ozone lev-

els are highest on hot, sunny days, particulate matter and carbon monoxides levels are often higher

14Ultraviolet light is required in order for oxygen molecules to be separated from nitrogen dioxide and recombined
into O3.
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during the colder winter months. This is partially due to temperature inversion, an atmospheric

condition caused by differences in upper and ground level air temperatures. Temperature inversion

results when a layer of warmer air settles over a layer of colder air.15 The warm air layer prevents

ground level air from circulating, and the stagnant air creates a buildup of ground level pollution.

Temperature inversion is particularly problematic in valley areas, as surrounding mountains serve

as “containment” for the inversion weather system, making it even harder for the air to circulate.

Humidity, wind, and rain may also influence ambient pollution levels. Carbon monoxide, for

example, has an oxidation rate which has been found to increase with humidity (Lee et al., 1995)16.

Higher wind speeds allow air to better circulate and pollutants to disperse, while rain can decrease

both gaseous pollutants and particulate matter through a combination of absorption and water

entrapment (for a theoretical analysis of this issue as well as a discussion of empirical findings, see

Shukla et al., 2008). Similar “air cleaning” results were found to occur with fog.

As a consequence we control for as rich a set of weather variables as is possible in our first stage.

A benefit of such weather/pollution relationships is that interactions between traffic and weather

allow us to better identify conditions that are more conducive to traffic causing higher levels of

specific pollutants. For example, high traffic levels during hot, windy days will create different

amounts of different pollutants than high traffic levels on cold days with stagnant air. Including

these weather interaction variables allows us to simultaneously instrument for all three pollutants

of interest despite the limited number of traffic variables.

Weather controls are also important for our second stage analysis. Previous work finds a

relationship between weather and heightened mortality rates. For example, Greenstone (2007) finds

increased temperatures are associated with higher levels of infant mortality. Barreca (2008) finds

similar evidence suggesting both temperature and humidity can have adverse health effects. Other

research suggests that failing to control for weather conditions can bias the estimated relationship

between ambient pollution and mortality, as extreme pollution events are often strongly correlated

with extreme weather events (Samet et al. 1998).

15Such atmospheric conditions are often associated with movements of air pressure systems.
16Oxidation refers to a chemical change resulting from a loss in electrons or a gain in oxygen atoms.
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4 Empirical Methodology

Our conceptual model has an infant week of life as the unit of observation, and the key parameter

of interest is the effect of local pollution on the hazard rate of death. One strategy we employ is

to attempt to identify exogenous variation in pollution by controlling for a rich set of geographic

and time fixed effects, as well as individual level controls. A second strategy is to obtain plausibly

exogenous variation in pollution by using unusual variation in traffic delay and flow of automobiles.

Thus we employ two underlying methodological approaches: panel fixed effects and instrumental

variables. Although these are both conceptually straightforward research designs, implementation

is complicated by several features of our data. In this section we discuss these complications and

our approaches to resolve them.

4.1 Mortality Hazards, LPMs, and Fixed Effects Models

Our main specification for the hazard model is a discrete time hazard, with the unit of time being

weeks since birth. As such our unit of observation is a person-week, and the outcome of interest

is whether they died in that week. Time since birth is the key “hazard time” element determining

mortality risk. We control for the baseline hazard by including a flexible spline in age-in-weeks,

with knots at 1, 2, 4, 8, 12, 20, and 32 weeks.

We follow CN in implementing this model as a linear probability model (OLS). This aids with

computational implementation, as well as eases implementation of the instrumental variables spec-

ification The key limitation to simple observational comparisons between pollution and mortality

is the threat of omitted variables bias. To minimize this threat, we include a set of geographic fixed

effects (at the zip code level) and time effects (12 calendar month effects, as well as year effects).

More specifically, we include zip code by calendar month fixed effects to control for within-year

trends within each zip code (e.g., seasonal effects). In addition we include rich controls for weather,

as well as individual-level controls for childs gender, indicator variables for low birthweight and

premature birth, and maternal age, education and race, and public insurance status for delivery. In

order to control for the possible neonatal impacts of mother pollution exposure, we include average

trimester pollution exposure. This strategy is based on that of CN.

Our conceptual OLS estimating equation is then:

11



Morti,z,a,m,y,w = αz,m+γy+βPollutionz,w+φTrimesteri+δinidvXi+δzip monthZz,b,y+Splinea+εi,z,a,m,y,w

(1)

where i indicates individual child, z is zip code, a is age in weeks, m is birth month (Jan-Dec),

y is birth year, and w is the current week (running from 1-260 in our sample, representing weeks

since Dec 31, 2001). Xi are individual level controls, and Zz,b,y are zip code-week level weather

controls. Trimester is a vector of average pollution levels for the first, second, and third trimesters

of gestation. Although we present this as if there were just one type of pollution, in some models

we allow for three types to enter simultaneously.

Initially, we treat m and y as birth month and year, following CN. In our main specification

we treat them as contemporary month and year, as we see this as closer to the spirit of a hazard

specification. In some robustness checks we include dummies based both on birth and current

months and years.

4.2 Case-control Methods

With 67,474,375 person-week observations and (at minimum) 42 covariates and fixed effects (in

addition to the 9,573 effects which we difference out) we face computational burdens in estimation.

To ease the computational task we follow CN in estimating our models with Case-Control methods.

To implement this method, we keep all observations in which an individual dies (these are labeled

“cases”), but only a sub-set of non-death (“control”) observations. We select 120 control observa-

tions per case, matched according to survival to the age of the decedent, keeping the person-week

observation from the same week of life that the case passed. That is, the controls are sampled from

all person-week observations in which the child lived at least as long as the decedent. We then

estimate an OLS regression on the resulting data set.

The advantage of Case-Control sampling is that it reduces computational burden. The primary

disadvantage is that this method may reduce statistical power in the estimates. Coggon et. al

(1997, Chapter 8) suggest that as few as four controls may be sufficient, although these results

are for settings with relatively few covariates. We are unaware of applications of this method

prior to CN with as many fixed effects and other covariates as are used in our setting. For our

preferred specification we use 120 control observations per case. In Section 6 below, we examine
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the sensitivity to reducing the number of controls, and also examine the increased variability that

arises from using fewer controls.

One complication of Case-Control sampling is that the resulting regression coefficients need to

be transformed in order to be comparable with full sample discrete time hazard LPM coefficients.

Similar to CN, we carry out a post-regression “weighting” scheme, where coefficients are multiplied

by the ratio of the full sample death rate (approximately 274 per 100,000 live births in our data)

to the case control death rate (which is, by design, 1 per 121).17 In our tables, we report the

untransformed coefficients and standard errors, as well as the “infant deaths prevented per 100,000

births” transformation, which is more directly comparable to the standard linear regression marginal

change interpretation.

4.3 Instrumental Variables

For our IV specifications, we model pollution as depending on local traffic. The key exclusion

restriction needed for traffic to be a good instrument is that (week-to-week) fluctuations in traffic

do not directly impact mortality, and that these traffic variations do not result from something

that directly impacts mortality. Since our IV models continue to control for the fixed effects of

the OLS specification, we believe that this is a plausible assumption. One possible concern is that

automobiles emit other pollutants besides those that we observe. We note that this is a problem

with the OLS specifications as well, and our results should be interpreted in this light.

A key potential violation of this assumption has to do with weather—stormy weather, for ex-

ample, can slow down traffic, and also directly impacts mortality. In addition, ambient weather

can impact air pollution. For this reason, it is important that we control for weather as sufficiently

as possible. For each of our six weekly-averaged weather variables (rainfall, maximum daily tem-

perature, maximum daily wind speed, specific humidity, numbers of days with fog, and numbers

of days with rain), we include a quadratic of the variable in the model. In some specifications we

also include dummy variables for “extreme weather” settings. Sometimes these are dummies for

“extremely high” values of the weather variables. In other models we also allow for indicators for

“extremely low” values of the weather variables.

17Due to occasional missing pollution data, certain observations will be dropped when they are matched to a
weekly pollution level. This results in the ratio not being exactly 1 per 121. We adjust the post-regression weights
accordingly to account for this issue.
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We have two primary instruments—total traffic flow and total traffic delay. In addition to

these two, in our preferred specifications we include as instruments interactions between traffic

and weather. This is motivated by the chemical interactions between car emissions and weather,

discussed in Section 3. Specifically, we interact the two traffic variables with the “extreme weather”

indicator variables. This is designed to capture (for example) the fact that emissions are less likely

to stay concentrated in the atmosphere when there is strong wind or rain.

For all models, we construct estimated standard errors allowing for clustering at the zip code-

calendar month level.

5 Results

Our analysis proceeds as follows: We begin by first replicating the results of CN using their empirical

model and time period. We next show that their general pattern of results holds for the more

recent time period of 2002 to 2006. We then test the robustness of the OLS empirical strategy to

additional covariates. Next, we illustrate the explanatory power of traffic, and more specifically,

traffic interacted with weather variables in predicting pollution levels. Using this relationship as

the first stage in an instrumental variables model, we estimate the effect of pollution on infant

health. Finally, we present the impacts of traffic on infant health, directly, through the reduced

form.

The top panel of Table 4 uses the same empirical model and time period as the preferred model

in CN (panel four of Table III in their paper), with two differences. First, our data do not report

mother’s marital status. Second, we use 120 case controls rather than 15. The model includes:

! fixed effects for the child’s year of birth,

! fixed effects for the month of year of birth interacted with mother’s zip code fixed effects,

! a spline in the child’s age,

! the child’s gender,

! mother’s age, race and education,

! an indicator variable for whether public insurance was used for the delivery,

! an indicator variable for low birthweight (below 2500 grams), and

! an indicator for whether birth was premature (more than 3 weeks early)
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Our results largely replicate theirs.18 CN find that a one unit decrease in carbon monoxide saves

16.5 infant lives per 100,000 births; we find that it saves 16.1 lives. Both sets of results find small,

statistically insignificant effects of PM10. Finally, CN find a negative, but statistically insignificant,

relationship between O3 and infant mortality. In contrast, the effect of O3 is negative and statis-

tically significant in our specification. However, the effect would not appear to be economically

significant. The average CO rate fell by 1.1 from 1989 to 2000 while the average mortality rate

was 416 per 100,000 births; therefore, these results imply a drop of the mortality rate of over 4.2

percent.

The second panel of Table 4 uses data from 2002 to 2006—a time period where, within our

sample, average carbon monoxide levels are 48 percent below those from 1989 to 2000, average

levels of PM10 are 41 percent lower and O3 levels are four percent lower. The estimated effects

of carbon monoxide are larger. A one unit decrease in CO saves over 26 lives. Given the lower

mortality rate during this time period (274 per 100,000), this represents over a nine percent decrease

in the mortality rate, roughly twice that found in CN. The comparison across the two time periods

suggest that a linear, or concave, damage function for infants. When all three pollutants are

included CO is no longer statistically significant.

Next we judge the robustness of these results to adding more weather control variables; we

add these because we are both interested in whether non-linearities exist, whether variables such

as humidity may have important implications for infant health, and because these variables will

be important in the instrumental variables model. Currie and Neidell include maximum weekly

temperature and weekly rain totals. We add a quadratic term in maximum weekly temperature

and rain totals, as well as a second order polynomial of maximum windspeed, specific humidity, and

the number of “foggy days” and “rainy days” within the week, as defined by the Global Surface

Summary of the Day. Table 5 shows that the OLS estimates no longer suggest a statistically

significant effect of CO during the first time period, but the effect in the second period remains

and is slightly stronger.

Our instrumental variables estimates are reported in Table 6. We estimate three models, each

varying the number of interactions terms between traffic and weather conditions. The first includes

only delay versus 60 mph and weekly flows with no interaction terms. As before, we estimate

18We note that slight di!erences should be expected because (a) we do not have motherÕs marital status and (b)
case control methods require drawing a random sample for the controls.
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a separate model for each pollutant; we are unable to include all three because of the lack of

instruments.

The second IV model adds, as instruments, the interaction between the two traffic variables

and indicator variables for “extreme” weather conditions. Specifically, we add indicator variables

for whether:

! the maximum temperature was between 90 and 100 degrees,

! the maximum temperature was over 100 degrees,

! the maximum windspeed was above 15 MPH,

! there was rain over a half of an inch,

! specific humidity was ever over ten grams of water per kilogram of air during the week, and

! there were more than two foggy days in the week.

! there were more than two rainy days in the week.

Each of these indicator variables roughly captures the 90th percentile of their respective distribu-

tions.

The final IV model includes, as instruments, the interaction between the two traffic variables

and a number of additional indicator variables, namely whether:

! temperature is below 60 degrees,

! temperature is between 90 and 100 degrees,

! temperature is above 100 degrees,

! the maximum windspeed was below 8 MPH,

! the maximum windspeed was above 15 MPH,

! there was rain over a half of an inch,

! specific humidity was always below five grams of water per kilogram of air during the week,

! maximum specific humidity was over ten grams,

! there were two or more foggy days in the week,

! there were more than two rainy days in the week.

We analyze the statistical power of these three instruments both graphically and by calculating

the F-test of their joint-significance. Figures 1 through 3 plots the realized levels of the three

pollutants, as well as the fitted values from projecting the pollutants on the first set of instruments

16



(e.g., only the two traffic variables). While there is a strong relationship between the predicted and

realized values, traffic conditions alone do a poor job capturing the seasonality of carbon monoxide

and O3. Figures 4 through 6 repeats this exercise for the second set of instruments. The fit is

considerably better with the predicted values following closely the spikes in each pollutant. More

of the seasonality is also captured; the month-of-year fixed effects in the second stage (and, thus,

the first stage) will control for a large portion of the remaining seasonality. Finally, Figures 10

through 12 do so for the third set of instruments. The fit again improves.

This is confirmed by the partial F-statistics for all three sets of instruments. The partial F-

statistic when we include only the two traffic variables is almost 5000 for carbon monoxide, over 300

for PM10 and over 6000 for ozone. When we include the interaction terms these fall, but remain

above 300 for each of the pollutants.

[We will talk about the Summary of First Stage Table [To be done] here.]

Table 6 reports the results from the three IV models. Using only the two traffic variables

as instruments generates noisy estimates. All three pollutants switch signs, relative to the OLS

estimates. Now, both carbon monoxide and PM10 are estimated to reduce infant mortality, while

O3 increases infant mortality. Once interaction terms for roughly the 90th percentile of the weather

variables are included, all three pollutants have positive coefficients, with PM10 being statistically

significant. To interpret the magnitudes of the coefficients associated with PM10, we note that

over from 2002 to 2006, average concentration of PM10 fell by 2.74 units and had a within zip

code standard deviation of 4.77. The observed decrease in PM10 reflects a decrease of nearly 32

infant deaths per 100,000 births—a drop of nearly 12 percent in the mortality rate. A one standard

deviation decrease in the PM10 reduces the mortality rate by 20 percent. In contrast to the OLS

specifications, CO is no longer estimated to have a statistically significant impact on infant health.

The interaction terms also allow us to estimate the effects of the three pollutants simultaneously.

The final column of the table reports these results. The PM10 effect is robust to this specification.

The final panel of Table 6 includes the complete set of interaction terms; the results are robust to

these additional instruments. The coefficient associated with PM10 remains statistically significant

and the observed reductions imply a 10 percent reduction in the mortality rate. The other two

pollutants remain statistically insignificant.

Next, we vary the set of fixed effects included in the empirical model. Our base results use

those included in CN—year of birth and “mother zip code by month of year” fixed effects. While
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the year of birth is likely to affect mortality since it captures unobserved year-specific variables

during pregnancy and the first portion of life, we believe that unobservable variables during the

current year of life are also likely to be important. Tables 7 through 9 repeat our empirical models

replacing the year of birth and month of birth fixed effects with current year and current month

fixed effects. We focus on the IV specifications, but note that under this change carbon monoxide

no longer is statistically significant in either time period for the OLS specifications. PM10 is also

no longer statistically significant in the later time period when we include the richer set of weather

variables (Table 8). The IV results are robust to this change, however. As Table 9 indicates, the

effect of PM10 on infant health continues to be statistically significant and qualitatively similar in

size.

In Tables 10 through 12 we add to our baseline results, current year and current month-of-year

fixed effects—our most preferred specification. The effect of PM10 remains statistically significant.

The OLS specifications continue to suggest a statistically insignificant effect of all three pollutants.

The increase in the estimated effects once we instrument for pollution levels suggest that OLS esti-

mates are biased downward because either measurement error in pollutant levels, omitted variable

bias, or some combination of both.19

[We will talk about the Reduced Form Table [To be done] here.]

To summarize, within the IV models we find a robust relationship between infant health and

particulate matter levels, but do not find much evidence that carbon monoxide and ground-level

ozone adversely impacts infant mortality. With the OLS models, the effect of carbon monoxide

does not appear to hold when we include a richer set of weather controls.

6 Extensions and Robustness Checks

Alternative Sets of IVs [to be done]

While we explore how our estimates change across three sets of instruments, we can extend these

in a number of directions. Our approach to date has allowed for steps in the marginal impacts of

traffic variables for different levels of temperature, wind speed, etc. We will also explore richer

models that allow these marginal effects to depend on the interaction of the weather variables, or

19It is also possible that by instrumenting we are estimating a Òlocal average treatment e!ectÓ reßecting a more
sensitive subpopulation.
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to have a more continuous impact. For example, one variation will include interactions between each

traffic variable and all weather variables (linear and quadratic terms, as well as extreme weather

shifters). Preliminary unreported results suggest that our IV estimates are robust to this particular

variation.

Functional form variations [to be done]

We will explore modeling the mortality hazard as a Logit instead of a linear probability model.

Two Sample Instrumental Variables and expanded sample Reduced Form [to be done]

Our current estimation sample is based on the set of zip codes where we can match pollution

monitors, traffic monitors, and births. For those areas where we observe traffic but not pollution,

we can estimate the reduced form, and potentially gain statistical power (at a minimum we can

expand the representativeness of our sample).

Spatial Weights [to be done]

We explore variations on the spatial weights we use to assign pollution and traffic to a zip code.

First, we increase the cut off from 20 miles to 25 and 30 miles. Second, we change the weights from

inverse distance to that of a triangle kernel.

Time and location controls [to be done]

Our dummy variable controls for time and location are modeled on that of CN. They are fairly

rich, but we would like to explore several variations. One variation will be to add in zip code by

year fixed effects. Another will be to explore robustness to inclusion of zip code level time trends. A

highly saturated specification would be to include zip code by month-year fixed effects. Separately

from these, we will explore the inclusion of week-year dummies.

Cause of death [to be done]

As a check on our IV exclusion restriction, we separate infant mortality into its causes. We

focus on two categories: one explicitly related to respiratory conditions, and another “null test”

specification based on causes that we believe should not be impacted by pollution. This later

category contains external causes of death (accidents and homicide) as well as deaths due to con-

genital defects. For each of these two categories we re-estimate our canonical OLS and IV models,

corresponding to Tables 11 and 12.

Additional outcomes [to be done]
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We plan to incorporate additional outcomes to our analysis. Specifically we plan to incorporate

hospital discharge data, focusing on respiratory conditions, heart conditions. For this extension we

also plan to pursue falsification tests using admissions for such things as food illnesses and elective

surgery. We will explore whether we can get “school absences”.

Stratification [to be done]

To learn more about what is driving our analyses, we stratify our sample along several dimen-

sions and re-estimate our main models. To begin with, we split our model by geography, into

Northern and Southern California. Second, we stratify by season, Focusing on Summer (May-

August) and Winter (December-March). Finally, we split by those zip codes adjoining or including

major freeways.

7 Varying Number of Case Controls

The epidemiological literature on case control methods suggests that there is relatively little gain

from using many control observations. For example, Coggon et al. (1997, Chapter 8) state that

“There is, however, a law of diminishing returns, and it is usually not worth going beyond a ratio of

four or five controls to one case.” Mantel (1973) is an early example of using case control sampling

to ease computational burdens.20 In his setting he uses 3.5 controls per case.

The typical epidemiological application of this method involves relatively few covariates. For

example, in the chapter on sample size in their canonical textbook on case control methods, Shles-

selman and Stolley (1982) focus most of their attention on the setting of a single binary treatment

variable. We believe that one innovation of CNs study is to combine case control sampling with

a panel fixed effects design with many covariates. We are currently unaware of statistics research

offering guidance on the appropriate number of controls in this type of design.

There is some reason to expect that the increase of the parameter space may increase the

required number of controls. In particular the inclusion of many (and narrowly defined, such as zip

code by calendar month) fixed effects absorbs away much of the variation in the data. To explore

this issue further, we have undertaken an exploratory sampling exercise.

We base this exercise on a simplified version of the OLS fixed effects model in Column 1 of

Table 4. To help with tractability, we use only a 2.5% sample of the data. We further simplify
20Mantel (1973) cites a computationally burdensome application due to 4000 individuals of whom 165 were cases.
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by using only five covariates: an indicator for male, an indicator for black, and indicator for low

birth weight, an indicator for premature birth, and weekly carbon monoxide levels. We also include

year of birth fixed effects. We then estimate a discrete-time hazard OLS model using all 1,686,859

(person-week) observations. This estimate (and corresponding t-statistic testing the hypothesis of

no correlation) is what the case control samples should be replicating. We then construct a case

control estimate based on 15 controls, and save the parameter estimate and t-statistic. We then

randomly choose another 15 controls, construct a new estimate, and save this—and repeat this 50

times. Based on this, we are able to construct a distribution of estimated impacts and t-statistics,

where the variability in this distribution comes only from the particular random selection of the 15

controls. We perform a similar exercise for 30, 60, and 120 controls.

The results of this exercise are presented in Figure 13. Panel A shows the distributions of

estimated treatment impacts, and Panel B shows the distributions of t-statistics. Note that Panel

A does not show the estimated coefficients themselves, but rather the distribution of estimated

effects, which have been adjusted using the post-regression methods discussed above. Our intuition

is that if we choose a sufficient number of controls, then the distributions of both statistics should

be tightly clustered around the “full sample” estimate. Any variability in the distributions is not

standard sampling variability, as all draws come from the same sample. Instead, it is “researcher

induced” variability that arises from using the case control method.

We observe large variation in estimated impacts and in the corresponding t-statistics. For

example, when using 15 controls, the 10th percentile of the treatment impact is 3.28, while the

90th percentile is 16.99. The standard deviation in the impacts is roughly 50 percent of the full-

sample estimated impact. We observe that the distributions become more tightly concentrated

around the full-sample estimates as the number of controls increases. With 60 controls, the 10th

percentile is 5.85, while the 90th percentile is 16.67; the standard deviation falls to 33 percent of

the full-sample impact. With 120 controls, the standard deviation of the impacts is 24 percent of

the full-sample estimated impact.

Our sampling exercise has shown that the variation in the estimates can be large from one set

of controls to another, even for numbers of controls that the literature would traditionally consider

sufficient. In our setting this variation can easily make the difference between rejecting or accepting

the interesting hypothesis of zero effect. Additionally, we observe that the variation in estimates

decreases with the number of controls.
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Although we find our exercise to be somewhat informative, it is unable to tell us about the

overall sampling variability or statistical power issues. One future step we plan to take is to

create a Monte Carlo exercise based on our estimates, and to use this exercise to examine how the

number of cases impacts the variability of beta-hat, and whether statistical inference properties are

impacted.

8 Conclusions

We estimate the impact of carbon monoxide, PM10 and ground-level ozone on infant mortality

using unusually high levels of traffic to instrument for variation in pollution levels. In doing so, we

also estimate the effect of traffic on infant health.

There are a number of reasons to be concerned that OLS would yield inconsistent estimates of

the impact of pollution on infant health. First, mothers may self-select into geographic regions.

Second, changes in local economic activity may also bias OLS estimates. Third, pollution is likely

measured with error. The majority of papers in this literature assign pollution levels to a particular

person, living in a particular geographic area (e.g., zip code or county), based on pollution readings

from pollution sensors in or near this geographic area. This introduces three sources of measurement

error. Shocks to traffic serve to instrument for all three sources of bias.

In our setting—California (with a focus on the Central Valley and Southern California) in the

years 2002-2006—we find PM10 has a statistically significant effect on infant mortality, while there

is little evidence that carbon monoxide or ozone adversely effects infant health. In our preferred

specification, a one unit decrease in PM10 saves roughly 14 lives per 100,000 births. This represents

a decrease in the mortality rate of over five percent. Consistent with the presence of measurement

error and/or bias due to within-year changes in local economic activity, the results from IV are

substantially larger than those from OLS; under OLS the effect is estimated to be less than one

life.

We also make contributions to the methodological literature on “case control” sampling. When

implementing case control sampling, for each death within the sample, the researcher chooses a

specific number of control observations from the set of person-week observations that survived.

Previous work has suggested that the size of the control group matters little for groups larger than

four (Coggon et al. 1997, Chapter 8). We investigate the variation in parameter estimates arising
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from (a) varying the size of the control group and (b) varying the set of controls, for a given size.

Our results suggest that in data settings comparable to ours there remains a considerable amount

of variation, even with control groups as large as 60. Future work seeks to determine whether this

variation is accurately reflected in the reported standard errors.
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Appendix

1 Data Appendix

2 Tables

Table 1: Summary Statistics for 1989 to 2000

Variable CN Zips Mean KMS Zips Mean
Male 0.514 0.514
Black 0.079 0.083
Asian 0.069 0.072
Hispanic 0.447 0.447
Other Race 0.048 0.051
HS Dropout 0.319 0.313
HS Graduate 0.681 0.687
College Graduate 0.190 0.201
Age 19 to 25 0.328 0.320
Age 26 to 30 0.285 0.287
Age 31 to 35 0.215 0.222
Age 36 and up 0.076 0.079
Medicaid 0.410 0.393
Low Birthweight 0.059 0.061
Premature 0.045 0.046
Second Born 0.012 0.012
Third Born 0.000 0.000
Died (per 1,000) 4.159 4.112

CO 1.914 2.069
PM10 36.744 36.486
Ozone 41.805 41.030
Number of Observations: CN demographics 4,301,949, KMS demographics 3,797,430

CN pollutants 483,384, KMS pollutants 406,693.
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Table 2: Average Values for 2002 to 2006

Variable Mean
Male 0.513
Black 0.058
Asian 0.094
Hispanic 0.487
Other Race 0.066
HS Dropout 0.257
HS Graduate 0.743
College Graduate 0.293
Age 19 to 25 0.276
Age 26 to 30 0.270
Age 31 to 35 0.261
Age 36 and up 0.113
Medicaid 0.395
Low Birthweight 0.063
Premature 0.044
Second Born 0.016
Third Born 0.001
Died (per 1,000) 2.739

Number of Observations: 1,276,008.

Table 3: Summary Statistics Across Years for 2002 to 2006

Year/Std Dev CO PM10 O3 Delay Flow IMR
2002 1.17 32.11 39.89 326,021 945 2.89
2003 1.10 29.68 40.64 329,933 935 2.83
2004 0.97 29.38 40.98 304,988 968 2.84
2005 0.90 26.49 38.95 294,528 944 2.41
2006 0.87 29.16 40.76 331,065 962 -
All 1.00 29.37 40.24 317,345 951 2.74
Total Std Dev 0.58 14.70 14.87 347,565 892 52.26
Between Std Dev 0.53 11.22 14.00 343,367 891 6.83
Within Std Dev 0.22 9.54 5.08 58,998 25.89 4.34
Number of Observations: 207,314 for weather and tra!c data, 1,276,008 for births.

ÒBetweenÓ and ÒWithinÓ standard deviations are based on zip-code-month. IMR stands for infant
mortality rate. IMR is calculated as number of infants that died per 1,000 born. IMR is not displayed
for 2006, as our data only includes infants born between 2002-2005, inclusive.
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Table 4: OLS Using Currie & Neidell Regressors, Year of birth and mother zip by month-of-year
effects

est1 est2 est3 est4
b/se b/se b/se b/se

1989-2000 : C&N Regressors
CO 0.3304 0.3131

(0.0852)*** (0.1096)***
PM10 0.0002 -0.0087

(0.0050) (0.0056)
O3 -0.0309 -0.0150

(0.0076)*** (0.0088)*

Deaths due to CO 16.11 15.27

Deaths due to PM10 0.008 -0.425
Deaths due to O3 -1.505 -0.730

R-Squared 0.029 0.029 0.029 0.029
Observations 1,299,496 1,299,496 1,299,496 1,299,496

2002-2006 : KMS Zips, C&N Regressors

CO 0.8022 0.4746
(0.3429)** (0.4507)

PM10 0.0131 0.0050
(0.0132) (0.0139)

O3 -0.0418 -0.0263
(0.0169)** (0.0212)

Deaths due to CO 26.30 15.56

Deaths due to PM10 0.431 0.164

Deaths due to O3 -1.370 -0.862

R-Squared 0.033 0.033 0.033 0.034
Observations 373,800 373,800 373,800 373,800
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Table 5: OLS Using KMS Regressors, Year of birth and mother zip by month-of-year effects

est1 est2 est3 est4
b/se b/se b/se b/se

1989-2000 : KMS Regressors

CO 0.0780 0.0418
(0.1151) (0.1330)

PM10 -0.0070 -0.0067
(0.0055) (0.0059)

O3 -0.0193 -0.0159
(0.0083)** (0.0091)*

Deaths due to CO 3.81 2.04

Deaths due to PM10 -0.342 -0.327

Deaths due to O3 -0.940 -0.776

R-Squared 0.029 0.029 0.029 0.029
Observations 1,299,496 1,299,496 1,299,496 1,299,496

2002-2006 : KMS Regressors

CO 1.1551 0.8684
(0.5149)** (0.5829)

PM10 0.0084 0.0046
(0.0138) (0.0141)

O3 -0.0440 -0.0286
(0.0199)** (0.0221)

Deaths due to CO 37.87 28.47

Deaths due to PM10 0.276 0.150

Deaths due to O3 -1.442 -0.937

R-Squared 0.034 0.033 0.033 0.034
Observations 373,800 373,800 373,800 373,800
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Table 6: Instrumental Variables Estimates, Year of birth and mother zip by month-of-year effects

est1 est2 est3 est4
b/se b/se b/se b/se

2002-2006 : Base IV

CO -2.3171
(1.4604)

PM10 -0.3554
(0.3542)

O3 0.0802
(0.0720)

Deaths due to CO -75.98

Deaths due to PM10 -11.65

Deaths due to O3 2.63

First Stage F 4857 333 6784
Partial R-squared 0.054 0.002 0.055
R-Squared 0.033 0.032 0.033
Observations 373,800 373,800 373,800

2002-2006 : “One-sided Interactions” IV

CO 2.1028 -0.2001
(2.3486) (3.4919)

PM10 0.3541 0.4287
(0.1346)*** (0.1670)**

O3 0.0147 0.0942
(0.1184) (0.1568)

Deaths due to CO 68.95 -6.56

Deaths due to PM10 11.61 14.06

Deaths due to O3 0.48 3.09

First Stage F 1109 448 806
Partial R-squared 0.048 0.013 0.029
R-Squared 0.034 0.032 0.033 0.031
Observations 373,800 373,800 373,800 373,800

2002-2006 : “Two-sided Interactions”’ IV

CO 1.2168 0.8790
(2.1127) (3.0443)

PM10 0.3168 0.3668
(0.1233)** (0.1381)***

O3 0.0314 0.1443
(0.1077) (0.1475)

Deaths due to CO 39.90 28.82

Deaths due to PM10 10.39 12.03

Deaths due to O3 1.03 4.73

First Stage F 994 384 740
Partial R-squared 0.064 0.016 0.039
R-Squared 0.034 0.032 0.033 0.032
Observations 373,800 373,800 373,800 373,800
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Table 7: OLS Using Currie & Neidell Regressors, “Current” year and mother zip by “current”
month-of-year effects

est1 est2 est3 est4
b/se b/se b/se b/se

1989-2000 : C&N Regressors

CO 0.1965 0.2517
(0.1484) (0.1570)

PM10 -0.0037 -0.0066
(0.0057) (0.0060)

O3 -0.0114 -0.0048
(0.0103) (0.0106)

Deaths due to CO 9.58 12.27

Deaths due to PM10 -0.181 -0.324

Deaths due to O3 -0.554 -0.232

R-Squared 0.029 0.029 0.029 0.029
Observations 1,299,429 1,299,429 1,299,429 1,299,429

2002-2006 : C&N Regressors

CO 0.0660 0.1016
(0.6429) (0.6679)

PM10 0.0091 0.0078
(0.0146) (0.0149)

O3 -0.0094 -0.0069
(0.0264) (0.0273)

Deaths due to CO 2.16 3.33

Deaths due to PM10 0.297 0.257

Deaths due to O3 -0.307 -0.226

R-Squared 0.034 0.034 0.034 0.034
Observations 373,741 373,741 373,741 373,741

31



Table 8: OLS Using KMS Regressors, “Current” year and mother zip by “current”
month-of-year effects

est1 est2 est3 est4
b/se b/se b/se b/se

1989-2000 : KMS Regressors

CO 0.1133 0.1405
(0.1636) (0.1713)

PM10 -0.0034 -0.0044
(0.0059) (0.0062)

O3 -0.0140 -0.0096
(0.0108) (0.0111)

Deaths due to CO 5.52 6.85

Deaths due to PM10 -0.168 -0.213

Deaths due to O3 -0.683 -0.469

R-Squared 0.029 0.029 0.029 0.029
Observations 1,299,429 1,299,429 1,299,429 1,299,429

2002-2006 : KMS Regressors

CO 0.5588 0.6241
(0.7085) (0.7275)

PM10 0.0146 0.0121
(0.0149) (0.0152)

O3 -0.0096 -0.0062
(0.0277) (0.0285)

Deaths due to CO 18.32 20.46

Deaths due to PM10 0.478 0.397

Deaths due to O3 -0.314 -0.205

R-Squared 0.034 0.034 0.034 0.034
Observations 373,741 373,741 373,741 373,741

32



Table 9: Instrumental Variables Estimates, “Current” year and mother zip by “current”
month-of-year effects

est1 est2 est3 est4
b/se b/se b/se b/se

2002-2006 : Base IV

CO -4.6209
(7.5694)

PM10 0.3914
(0.3374)

O3 0.1938
(0.2837)

Deaths due to CO -151.52

Deaths due to PM10 12.83

Deaths due to O3 6.35

First Stage F 1250 495 2301
Partial R-squared 0.007 0.002 0.010
R-Squared 0.034 0.032 0.034
Observations 373,741 373,741 373,741

2002-2006 : “One-sided Interactions” IV

CO 1.2761 1.9053
(3.5388) (3.7192)

PM10 0.2453 0.2809
(0.1348)* (0.1456)*

O3 0.0345 -0.0807
(0.2711) (0.2992)

Deaths due to CO 41.84 62.47

Deaths due to PM10 8.04 9.21

Deaths due to O3 1.13 -2.65

First Stage F 1094 412 355
Partial R-squared 0.044 0.014 0.012
R-Squared 0.034 0.033 0.034 0.033
Observations 373,741 373,741 373,741 373,741

2002-2006 : “Two-sided Interactions”’ IV

CO 2.4210 2.6281
(3.2956) (3.5362)

PM10 0.3319 0.3585
(0.1290)** (0.1360)***

O3 -0.0301 -0.0945
(0.2722) (0.2977)

Deaths due to CO 79.38 86.17

Deaths due to PM10 10.88 11.76

Deaths due to O3 -0.99 -3.10

First Stage F 858 326 265
Partial R-squared 0.050 0.015 0.012
R-Squared 0.034 0.033 0.034 0.033
Observations 373,741 373,741 373,741 373,741
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Table 10: OLS Using Currie & Neidell Regressors, Year of birth and mother zip by
month-of-year, current year, and current month-of-year effects

est1 est2 est3 est4
b/se b/se b/se b/se

1989-2000 : C&N Regressors

CO 0.1621 0.2364
(0.1357) (0.1445)

PM10 -0.0068 -0.0090
(0.0053) (0.0057)

O3 -0.0124 -0.0048
(0.0091) (0.0095)

Deaths due to CO 7.91 11.53

Deaths due to PM10 -0.330 -0.441

Deaths due to O3 -0.606 -0.234

R-Squared 0.030 0.030 0.030 0.030
Observations 1,299,496 1,299,496 1,299,496 1,299,496

2002-2006 : C&N Regressors

CO 0.1454 0.2296
(0.5912) (0.6094)

PM10 0.0072 0.0042
(0.0138) (0.0140)

O3 0.0042 0.0077
(0.0232) (0.0238)

Deaths due to CO 4.77 7.53

Deaths due to PM10 0.236 0.137

Deaths due to O3 0.137 0.253

R-Squared 0.034 0.034 0.034 0.034
Observations 373,800 373,800 373,800 373,800
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Table 11: OLS Using KMS Regressors, Year of birth and mother zip by month-of-year, current
year, and current month-of-year effects

est1 est2 est3 est4
b/se b/se b/se b/se

1989-2000 : KMS Regressors

CO 0.0707 0.1247
(0.1449) (0.1530)

PM10 -0.0064 -0.0069
(0.0056) (0.0059)

O3 -0.0122 -0.0071
(0.0098) (0.0101)

Deaths due to CO 3.45 6.08

Deaths due to PM10 -0.312 -0.337

Deaths due to O3 -0.597 -0.348

R-Squared 0.030 0.030 0.030 0.030
Observations 1,299,496 1,299,496 1,299,496 1,299,496

2002-2006 : KMS Regressors

CO 0.4675 0.5308
(0.6523) (0.6674)

PM10 0.0151 0.0106
(0.0141) (0.0143)

O3 0.0101 0.0133
(0.0257) (0.0262)

Deaths due to CO 15.33 17.40

Deaths due to PM10 0.495 0.349

Deaths due to O3 0.331 0.436

R-Squared 0.034 0.034 0.034 0.034
Observations 373,800 373,800 373,800 373,800
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Table 12: Instrumental Variables Estimates, Year of birth and mother zip by month-of-year,
current year, and current month-of-year effects

est1 est2 est3 est4
b/se b/se b/se b/se

2002-2006 : Base IV

CO -4.3263
(5.2754)

PM10 0.2281
(0.2673)

O3 0.0724
(0.1627)

Deaths due to CO -141.86

Deaths due to PM10 7.48

Deaths due to O3 2.37

First Stage F 2432 688 4751
Partial R-squared 0.012 0.003 0.020
R-Squared 0.034 0.033 0.034
Observations 373,800 373,800 373,800

2002-2006 : “One-sided Interactions” IV

CO 4.2777 3.1409
(3.1338) (3.7534)

PM10 0.4228 0.4134
(0.1715)** (0.1818)**

O3 -0.1178 -0.0281
(0.1808) (0.2146)

Deaths due to CO 140.26 102.99

Deaths due to PM10 13.86 13.56

Deaths due to O3 -3.86 -0.92

First Stage F 1053 301 631
Partial R-squared 0.043 0.009 0.021
R-Squared 0.034 0.032 0.034 0.032
Observations 373,800 373,800 373,800 373,800

2002-2006 : “Two-sided Interactions”’ IV

CO 3.1388 2.9903
(2.8576) (3.3513)

PM10 0.4272 0.4312
(0.1621)*** (0.1676)**

O3 -0.0965 0.0119
(0.1925) (0.2250)

Deaths due to CO 102.92 98.05

Deaths due to PM10 14.01 14.14

Deaths due to O3 -3.16 0.39

First Stage F 848 235 414
Partial R-squared 0.053 0.010 0.019
R-Squared 0.034 0.032 0.034 0.032
Observations 373,800 373,800 373,800 373,800

36



3 Figures

Figure 1: Predicted and Actual Carbon Monoxide in 2004 using First Set of IVs
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Figure 2: Predicted and Actual PM10 in 2004 using First Set of IVs
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Figure 3: Predicted and Actual Ozone in 2004 using First Set of IVs
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Figure 4: Predicted and Actual Carbon Monoxide in 2004 using Second Set of IVs
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Figure 5: Predicted and Actual PM10 in 2004 using Second Set of IVs
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Figure 6: Predicted and Actual Ozone in 2004 using Second Set of IVs
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Figure 7: Predicted and Actual Carbon Monoxide in 2004 using Third Set of IVs
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Figure 8: Predicted and Actual PM10 in 2004 using Third Set of IVs
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Figure 9: Predicted and Actual Ozone in 2004 using Third Set of IVs
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Figure 10: Predicted and Actual Carbon Monoxide in 2004 using All Second Stage Variables
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Figure 11: Predicted and Actual PM10 in 2004 using All Second Stage Variables
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Figure 12: Predicted and Actual Ozone in 2004 using All Second Stage Variables
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(A) Density of estimated impacts
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(B) Density of t-statistics

Figure 13: Variation in Estimated Impacts and T-statistics across Alternative Case Controls
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